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Abstract— Multimedia applications communicating over a next
generation VPN architecture that allows selective encryption can
leverage the security properties of a VPN with its performance
drawbacks by securing only a part of the transmitted data instead
of the complete set. Selecting appropriate packets for security,
however, is still an open research problem and novel methods
need to be developed that can guarantee the privacy of a
conversation even when a relatively large percentage of data is out
in the open. In this paper, we discuss one such approach that we
have used for securing MP3 streams. Here, we capitalize on the
fundamental data structure defined by the MP3 standard and
identify key fields that are necessary for decoding. We conjecture
that the privacy of an MP3 stream can be maintained if only these
fields are secured instead of the entire stream. Since these fields
are 17 to 32 bytes per frame, they constitute only 4 to 7.6% in a
typical MP3 stream sampled at 44.1Khz and encoded at a bit-rate
of 128Kbps. We prove this conjecture and demonstrate the
performance gains of this approach when streaming over VPNs.

L INTRODUCTION

Over the past decade, VPNs have evolved as a de-facto
standard for securing data between private networks. Security is
achieved by applying cryptographic functions, such as
encryption and authentication, to every packet without regards
to its contents. This uni-dimensional approach has been known
to suffer from overhead and bandwidth utilization problems [1],
questioning their very use for carrying real-time multimedia
data that have stringent requirements on network performance.
The authors have previously proposed Flexi-Tunes [2]; a next-
generation VPN architecture that allows applications to
selectively encrypt data packets and thus leverage the
advantages of having security with its performance drawbacks.
The success of Flexi-Tunes, however, depends on the
application’s intelligence to identify key areas in their data
streams, which if secured, will maintain the privacy of a
conversation even if the rest of the data is transmitted in the
open. Building such intelligence, however, is still an open
research question, and novel methods need to be researched to
find a generic solution to this important problem. In this paper,
we discuss one such approach that we have used for securing
MP3 streams. While this approach is application-specific, we
believe that its fundamental idea can be applied to other
multimedia applications as well.

The security protocols used in current generation VPNs
work on the concept of complete information hiding to achieve
hard-to-break security. While this approach has been known to
be sufficient for ASCII data, in our opinion, it is overly
redundant and does not exploit the structural properties inherent
in multimedia, which almost always exists in compressed form.
These data types have a characteristic that they concentrate

important information about reconstruction in a relatively small
fraction [3], and encrypting only these sections can make it
impossible for an attacker to decode them. Current generation
VPNs do not provide any mechanism to take advantage of this
fact, which serves as a primary motivation for graduating
towards Flexi-Tunes.

Flexi-Tunes offers flexible and scalable tunnel architecture
for VPNs that allows application-specific VPN treatment for
different traffic streams. Applications have an option to choose
the type of compression, encryption and authentication
functions they want to apply to their packets or not apply them
at all. Flexi-Tunes also replaces the traditional point-to-point
tunnels with packet-switched tunnels and improves scalability
by reducing administrative costs to O(N). Thus Flexi-Tunes
provides an ideal platform for multimedia applications to send
their selectively encrypted data. The only problem is
determining what needs to be secured.

The idea of using selective encryption for multimedia data
has been explored in the past. Several schemes exists that try to
hide information in the frequency/time domain. For example,
[6] proposes to encrypt only the I-blocks in an MPEG video.
Another scheme tries to achieve secrecy in JPEG files by hiding
the DC coefficients [5]. The primary disadvantage of such
schemes is that there is always a danger of information leakage
albeit in a distorted manner. Moreover there are no guarantees
that they can be effective from one data object against another.
Ref [5] goes as far to suggest that selective encryption can
never be applied to MP3-like data because it satisfies certain
observed properties. We use a different approach, where we
identify key fields in the MP3 data structure that have a
profound effect on MP3 decoding.

In this paper we conjecture that the Side-Information field
present in an MP3 frame is a key field, which, if hidden, can
make it practically impossible to decode the stream, i.e.
probability of successfully decoding it is extremely low. The
size of this field can be either 17 or 32 Bytes per frame (for
single or dual channel audio). For typical Mp3 streams sampled
at 44.1Khz and encoded at a bit rate of 128 Kbps, this implies
that only 4% to 7.6% of the file will need to be encrypted to
protect its privacy. We provide a cryptanalysis for this scheme
by evaluating its strength against three types of attacks. The
performance advantages of using selective encryption in this
way are also demonstrated by sending this stream over Flexi-
Tunes enhanced VPN. Section II starts with a brief background
on the basic data structure of MP3. We formulate and prove the
conjecture in Section III. Section IV presents the cryptanalysis
and performance results and Section V concludes the paper.



II.  ANATOMY OF MP3

MP3 is an international standard for digital compression of
hi-fidelity audio. The MP3 coded bit-stream [4] defines a multi-

level complex layout, as shown in Fig. 1 below.
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Fig. 1: Basic Layout of the MP3 data structure
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A standard MP3 stream consists of sequence of identically
structured frames laid side-by-side as a continuous string of
bits. Every frame consists of a fixed 32-bit Header, optional 16-
bit CRC followed by variable-sized Audio and Ancillary Data.
Both CRC and Ancillary Data do not play any role from the
security standpoint and hence have been neglected from this
discussion. Every frame contains the equivalent of 1152 PCM
samples. Thus for CD quality audio, each frame carries ~26ms
of audio and a 5 minute song may contain as many as 10,000
frames. Under normal condition, the decoder finds the start-of-
frame and starts playing sequentially. If an error is encountered
in any frame, the decoder skips it and goes to the next. This
property enables an MP3 file to be arbitrarily cut at any place,
while still remaining partially playable.

The Header contains information that describes the general
characteristics of the audio. The decoder uses the header to
estimate  the frame  size (using bitrate_index,
sampling_frequency and padding_bit), the audio characteristics;
mono, bilingual, stereo or joint stereo (mode bits), and correct
way to reconstruct the signal (mode_ext). The Audio Data
contains the audio information that needs protection. It is
further divided into the Side-Information (SI) and Main Data
Area (MDA). The MDA contains compressed audio samples,
while the S| contains information for decoding these samples.
For example, the size (part2_3 length) and location
(main_data_begin) of MDA, the Huffman table numbers
(table_select, countltable select) that need to be used for
decompression, the gain to be applied (global gain,
subblock_gain) etc. are all present in the Sl. Information in the
Sl is structured into two independent sections called granules
and each granule contains channel-specific information that
needs to be available before the decoder can begin decoding the
MDA. We conjecture that if this SI is hidden, it is
computationally hard to decode the MDA.

The MDA stores audio information in the same fashion as
the Sl (two independent granules, each containing separate
sections for individual channels). Every Channel further

consists of a variable sized scalefactors region followed by
Huffman Encoded Data (HED). Data values obtained after
decoding the HED have to be multiplied by scalefactors. The
HED area is further divided into (at most) four logical sections
(region0, regionl, region2 and countl) each encoded using one
of the 32 different Huffman tables. The size of each of these
regions is again embedded in the Sl. By having different
Huffman tables encode different regions, an MP3 encoder tries
to achieve maximum bit efficiency. Using incorrect tables for
decoding, results in data values that are hard to distinguish.

III.  SELECTIVE ENCRYPTION SCHEME FOR MP3

As explained in the previous section, an MP3 stream
contains several information quantums that need to be
sequentially decoded before an audible output is presented.
Here, we present a proof for our conjecture that securing only
the SI will maintain the privacy of an MP3 stream. We treat
“security” as a function that hides data from an attacker. In
other words if a subset of bits are said to be secured, it means an
attacker can recover those bits only through brute-force. This
assumption is quite valid as most contemporary security
protocols do satisfy this property. It may seem that selectively
encrypting a part of the stream still leaves the stream vulnerable
to other types of attacks. For example, the attacker may change
the non-secure part of the file (man-in-middle). We feel that
such attacks can be prevented by using additional mechanisms
that are out of scope for the current paper. We focus on the case
where the attacker cannot get information about the data even if
he has access to a part of it.

One naive but interesting approach that has been discussed
in literature [3] is to use distortion to achieve privacy. A fitting
application of this technique to MP3 would be to secure M out
of every N frames. An attacker, in this case will have access to
(N-M) frames, which if sufficiently spaced in time will have
enough distortion when played out. Preliminary experiments
with several different types of music genres show that on an
average the ratio M/N has to be > 0.5 to ensure high distortion.
This simple scheme does provide marginal improvements to
traditional full-encryption, but no guarantees can be made on
information leakage. It is also not possible to define a fixed
value for the M/N ratio as it differs considerably from one
stream to another. In fact any scheme that works at the frame
level may not be able to provide such guarantees. Thus one has
to look deeper into the MP3 structure to gain some insight.

To prove our conjecture, let us first assume that hiding the
32-Byte Sl field indeed provides the necessary privacy. Under
this assumption, it is first necessary to determine the degree of
unpredictability present in the side-information. Encrypting an
SI that is highly predictable offers little or no security. This
unpredictability can be found by calculating the bit entropy as
given by the following corollary.

Corollary-1: The bit entropy e of an n-bit field occurring G
times in a data stream can be given as

G

X; €S
Here S defines the set of all combinations, X;, for the n-bit

e= Zr_ilog2(r9J where S = {xi | Xi =O...2”’1}, = N(x)
i



number and r; is the number of occurrences of X; in the actual Side Information Entropy

stream. Simply put, the entropy € defines the minimum number u Entropy BMax Entopy
of bits that are actually required to represent an n-bit field. If all 12
the G occurrences of this field are identical; i.e. r; = G, the o

entropy becomes zero, implying the field is constant and
predictable. On the other hand, if every instance of G is
different, entropy will be a positive number giving the degree of
randomness present in it. ¢ i | il il

Entropy {Bits)

Fig. 2 shows the average bit entropy for different fields in ERE (1N
the Sl calculated for five streams belonging to different music
genres and randomly downloaded from the internet. The light-
shaded bars in this figure represent the actual number of bits
that have been allocated by the MPEG standard and the dark-
shaded bars represent the average bit-entropy. For example, the
main_data_begin field is 9-bits and its bit entropy is found to be
7, indicating that it is sufficiently random. One can see the
importance of such a calculation by looking at Fig. 3, where we
calculate bit entropy of the MP3 Header for the same audio set, 14
which clearly indicates that the header remains almost constant
for every frame and hence is highly predictable. The entropy
information for the complete Sl is tabulated in Table 1. Adding 01—
up these entropy values, it can be said that the S| has an entropy
of 207 bits, which implies that the probability of correctly
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guessing the SI for a single frame is 1/2%°". &1
For a multimedia stream like MP3, however, it is not T
sufficient to correctly decode just 1 frame, as it contains little .
information. Assuming that any intelligent rendering would m ‘ m ‘ 7 [ ‘ J‘ 0 nm ‘
: : 0 T T T T ]
require at least 5 seconds of audio, an attacker has to correctly T o 5 5 % § 5 5 8§ I E &8 9
decode at least 200 frames before it can be deduced that its 2 S T - A
privacy has been violated. Thus in this case, the probability of m g 5§ & ° ) 5
correctly decoding 200 consecutive frames is 1/22°"?®, which is esderelds
close to impossible. Fig. 3: Randomness present in header.

Assuming that S| has been secured (and hence practically
unpredictable), let us now see the repercussions of not having
access to it from an attacker’s perspective. We assume that all Size (Bits) Field-

Table 1: Side Information fields from a decoding perspective.

Bit-Entropy
other fields, viz. Header and MDA, are out in the open and P 5 . TYle
available to the attacker, except the Sl that has been encrypted. SC?S?* e el T nch 0 e
The attacker’s job is to figure out a way to interpret the data, part2 3 length 12%nch*2 0%2%) =36 )
which, as shown below is quite involved. Big values 9%nch*2 7#2%3 = 78 Indirect
. X . . scalefac_compress 4*nch*2 2*¥2*2 =8
Fig. 4 shows the dependency graph illustrating the various global_gain Q¥ nch*2 2% = 16
stages involved during the decoding of an MP3 frame, and the window sw_flg 1*nch*2 0.5%2%2=2
information flow between adjacent stages. Only the first few Preflag 1*nch*2 0.5*2*2 =2 Direct
stages are shown; upto the point where audio data is decoded | Scalefac scale 1*nch*2 0.5%2*2 =2
: « 5 : Countltable select 1*nch*2 0.5%2¥2 =2
and presented in proper format to the “other stages”, which, window sw le=1
contains application of IMDCT and final synthesis of PCM Block_type Ynch*2 | 1%2°2=4
samples. It can be seen that the Side Information forms the mixed block flg *nch*2 0 Direct
crucial part of the decoding process as the output from this Table_select 5*nch*2*2 4%2%2 *2=32
stage is required for subsequent stages. Any error in its output . window_sw_flg = 0 4
will propagate down the decoding pipeline resulting in errors. ?‘;Ei’;oscgef?m g:giﬁ:;:g 2*2*2*3 T Direct
We now quantify the probability of correctly guessing the Region0 count T nch2 %)= 3§ Indirect
contents of the frame in the absence of the SI. Region] _count 3*nch*2 3%3%0 = 12

A closer look at each individual fields in the Sl (see Table
1), indicates there are at least two types of fields:
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Fig. 4: Dependency graph for the MP3 decode process.

A. Direct Fields: These contribute data values that are directly
used in the computation. Global gain, subblock gain,
scalefactor_scale etc., all specify a quantity that is directly used
during the decoding process. The attacker at some point has to
guess the value of these fields. Estimating the exact effect of
incorrectly guessing the values for such fields is difficult. There
may exist a case where an incorrect guess has little or no effect
on the output. Since this is contentious, we will assume the
worst case scenario, where erroneously guessing the Direct
fields have no effect on the output and concentrate only on the
indirect fields that can lead to synchronization errors, as
discussed next.

B. Indirect fields: These contribute data values that are
indirectly used by the decoder. The MP3 frame is like a bit
vector with several variable sized fields. The indirect fields
specify a size for such fields in a given frame. Without this
information, the decoder cannot determine the number of bits
that represent a given variable sized field. Simply put, these
fields define a unique template for the MDA and the attacker, in
this case, has to guess this template. It may seem that the
probability of guessing this template will be the same as the bit-
entropy of the corresponding fields in the Sl as is the case for
the direct fields mentioned above. However, this is true only in
the worst case. In fact it depends on the length of the input bit-
vector as given in the following theorem.

Theorem-1: Given a binary string S that needs to be mapped to
a dynamic template F having some variable length fields fy € f
and some fixed length fields g, € g. If the size of all elements in
f have been secured, then the probability (P;) of correctly
mapping S to F can be found as:

P.=0if Q< Y I(f,) whereQ=L(s)- > L(g,)
fyef 9,€9
—1
(Qf Zl(fx)}h
X e coeff in

[T+ x..+x5")

fief

if YI(f)<Q< D L(fy)

fyef fief

-1
:[H(L(fx) +l)] if Y L(f)<Q

fef fyef

Here I(x) and L(x) are functions that determine the minimum
and maximum size of X. If the variable that specifies the size of
f, is n bits then the L(f,) will 2" and I(f,) will be 0.

Proof: Let F be a structure with some fixed-width fields {g1,
g2} having widths of {3, 3} bits respectively and two variable
width fields {f1, f2} whose width is determined by some other
variables N1 and n2 of size {4, 2} bits respectively. Thus while
mapping S to F, if it is found that n1 = 1001,, then width of fl is
9. Now suppose that values of (n1, n2) have been encrypted.
Then according to this theorem, guessing the correct mapping
from s to F will depend on the length of s. In our example
minimum length of s that can be correctly mapped to F is 6,
assuming (nl, n2) = (0, 0) and maximum length is 24, assuming
(n1, n2) = (15, 3). For all s having length less than 6, it is not
possible to map it to F (since the input is in error), thus
probability of guessing the correct mapping is 0. If the length of
S is say 9 (i.e. 6 < s < 24) then (nl, n2) can have four
combinations; (0, 3), (1, 2), (2, 1) and (3, 0), one of which will
lead to the correct mapping giving a probability of 25%. Lastly
if length of s is greater than 24, then every possible combination
of (nl, n2) will have to be tried, leading to probability of
correctly guessing as 1.5% or 1/64. ¢

An MP3 stream encoded at a bitrate of 128 Kbps and
sampled at 44.1Khz can have frames as large as 418 Bytes.
Subtracting the 4 byte Header and 32-Byte S, the size of the
Audio Data is 382 Bytes. Assuming that the Audio Data
immediately follows the S, the first task of the attacker would
be to figure out the size of channel in every granule in the MDA.
Since in dual audio there are four such sections, the probability
of finding the correct mapping can be found by applying
Theorem-1 as 5x10” (since the part2_3 lengths fields that
determines this size is 12 bits wide). Note that, we have ignored
several factors, such as presence of scale-factors in granule-1,
Audio data in frame 1. All this influences this number thus
further reducing the probability. Theorem-1 can be similarly
applied to other indirect fields and it is easy to calculate from
Table 1 the probability of avoiding synchronization errors for a
single frame is ~1/2'® and 200 consecutive frames is
~1/2'2%2% Thys one can deduce that the probability of correctly
decoding an Mp3 stream without the presence of Sl is very low.
In other words, it is computationally difficult to access the
correct information thus proving our conjecture.

IV. RESULTS

In this section we first provide cryptanalysis for our
selective encryption scheme against three attack models and
then present the performance gains while streaming MP3 over
Flexi-Tunes enhanced VPN.

Cipher-text attack: In this model the attacker has access only
to the cipher text and relies on the statistical similarities
between the different parts of the file to gain insight into its
contents. If the file is free of any statistical irregularities, the
attacker is left with no option but guessing contents through a
brute-force. For a selectively encrypted mp3 file, since only the
SI in every frame is encrypted, the attacker has access to the
remaining fields. Since the MDA contains the main audio
information, it is the primary target of interest. We measure the



statistical similarities in the MDA using the run-length criteria
proposed by Golomb [*] and given as: R(I)=2"'r, where r is total
number of runs in a given sequence and R(l) is the number of
runs of length I. Here, a Run is defined as a series of identical
symbols (either all 0’s or 1’s) preceded or followed by another
symbol. Thus in a perfectly pseudo-random sequence the
probability of a run to have length | is 2", Fig. 5 shows the
probability values calculated for different run lengths in the
MDA for mp3 streams belonging to different genres. The dark
line represents the statistics of a perfectly random sequence. As
shown, the probability values of the MDA, shown in different
colors, is very close to the ideal line for all the streams. Thus an
attacker can gain no useful insight by just looking at the MDA
and has to resort to a brute force search. Since the MDA can be
as large as 3000 bits, it is practically impossible to perform a
brute-force search on it.
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Fig. 5: Probability of different runlengths in Audio Data.

Known-Plaintext attack: Here the attacker has access to both
the original data and its encrypted version. Thus an attacker can
build a database of audio clips and their corresponding mp3
encoded versions. On capturing the selectively encrypted
version of the file, he may try to match the MDA of every frame
with the MDA in his own database and consequently guess the
audio. Such an attack will succeed only if the audio has been
recorded using the same encoder with identical settings.
However, if the audio has been compressed with different
encoders then there is a very small chance that the attacker will
have to match the MDAs. To confirm this we performed a
simple experiment, where an audio file (in wav format) was
encoded using the same encoder with slightly different settings
and using completely different encoders with identical settings.
A simple cross-correlation between these files shows that there
is no more than 4% similarity between any of these files.

Selective plaintext attack: Here the attacker has samples of
plaintext that he can convert to cipher text and then compare
against the captured file. The attacker can collect samples of
several keywords used in audio conversations (clips of
numerals for finding credit-card numbers, say) and their
corresponding mp3 compressed versions. The attacker can then
search for the occurrences of these sequences in the captured
audio and try to deduce what is being said. This, however, is

again very difficult as every audio file produced by an encoder
is unique.

To evaluate network performance, we used OPNET to
simulate a Flexi-Tunes enhanced VPN tunnel between two
VPN routers and measured receiver rate and end-to-end delay,
while securely streaming mp3 at 128 kbps between the two end-
points. Fig. 6 and Fig. 7 illustrate these results when the stream
is fully secured against selectively encrypted. Traditional mp3
streaming with complete encryption demonstrates lower
performance gains (lower received rate and higher ETE delay),
which can be attributed to the compute intensive nature of
crypto functions employed. The selectively encrypted mp3
stream, on the other hand, is able to achieve higher performance
without compromising security.
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Fig. 6: Received Rate.
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V. CONCLUSION

In this paper we first formulated and proved the conjecture
that hiding the side information in an MP3 stream can protect
its privacy. We also demonstrated the network performance
achieved by employing selective encryption against traditional
security. It may be possible to further analyze the side
information so that only some fields are required to be hidden.
The same approach can be applied for selectively encrypting



other multimedia audio such as vorbis. This, however, is
reserved for future use.
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